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Max Woolf pointed out this new feature of the Gemini 2.5 series (here’s my coverage of 2.5 Pro and 2.5 Flash) in a comment on Hacker News:


One hidden note from Gemini 2.5 Flash when diving deep into the documentation: for image inputs, not only can the model be instructed to generated 2D bounding boxes of relevant subjects, but it can also create segmentation masks!

At this price point with the Flash model, creating segmentation masks is pretty nifty.



I built a tool last year to explore Gemini’s bounding box abilities. This new segmentation mask feature represents a significant new capability!

Here’s my new tool to try it out: Gemini API Image Mask Visualization. As with my bounding box tool it’s browser-based JavaScript that talks to the Gemini API directly. You provide it with a Gemini API key which isn’t logged anywhere that I can see it.

This is what it can do:

[image: Screenshot of mask tool. At the top is a select box to pick a model (currently using Gemini 2.5 Pro) and a prompt that reads: Give the segmentation masks for the pelicans. Output a JSON list of segmentation masks where each entry contains the 2D bounding box in the key "box_2d" and the segmentation mask in key "mask". Below that is JSON that came back - an array of objects. The mask keys are base64 encoded PNG data. Below that is the original image, then the image with masks overlaid and a coordinate system, then two columns showing each cropped image and mask next to each other.]

Give it an image and a prompt of the form:


Give the segmentation masks for the objects. Output a JSON list of segmentation masks where each entry contains the 2D bounding box in the key "box_2d" and the segmentation mask in key "mask".



My tool then runs the prompt and displays the resulting JSON. The Gemini API returns segmentation masks as base64-encoded PNG images in strings that start data:image/png;base64,iVBOR.... The tool then visualizes those in a few different ways on the page, including overlaid over the original image.

I vibe coded the whole thing together using a combination of Claude and ChatGPT. I started with a Claude Artifacts React prototype, then pasted the code from my old project into Claude and hacked on that until I ran out of tokens. I transferred the incomplete result to a new Claude session where I kept on iterating until it got stuck in a bug loop (the same bug kept coming back no matter how often I told it to fix that)... so I switched over to O3 in ChatGPT to finish it off.

Here’s the finished code. It’s a total mess, but it’s also less than 500 lines of code and the interface solves my problem in that it lets me explore the new Gemini capability.

Segmenting my pelican photo via the Gemini API was absurdly inexpensive. Using Gemini 2.5 Pro the call cost 303 input tokens and 353 output tokens, for a total cost of 0.2144 cents (less than a quarter of a cent). I ran it again with the new Gemini 2.5 Flash and it used 303 input tokens and 270 output tokens, for a total cost of 0.099 cents (less than a tenth of a cent). I calculated these prices using my LLM pricing calculator tool.


1/100th of a cent with Gemini 2.5 Flash non-thinking

Gemini 2.5 Flash has two pricing models. Input is a standard $0.15/million tokens, but the output charges differ a lot: in non-thinking mode output is $0.60/million, but if you have thinking enabled (the default) output is $3.50/million. I think of these as “Gemini 2.5 Flash” and “Gemini 2.5 Flash Thinking”.

My initial experiments all used thinking mode. I decided to upgrade the tool to try non-thinking mode, but noticed that the API library it was using (google/generative-ai) is marked as deprecated.

On a hunch, I pasted the code into the new o4-mini-high model in ChatGPT and prompted it with:


This code needs to be upgraded to the new recommended JavaScript library from Google. Figure out what that is and then look up enough documentation to port this code to it



o4-mini and o3 both have search tool access and claim to be good at mixing different tool uses together.

This worked extremely well! It ran a few searches and identified exactly what needed to change:

[image: Screenshot of AI assistant response about upgrading Google Gemini API code. Shows "Thought for 21 seconds" followed by web search results for "Google Gemini API JavaScript library recommended new library" with options including Google AI for Developers, GitHub, and Google for Developers. The assistant explains updating from GoogleGenerativeAI library to @google-ai/generative, with code samples showing: import { GoogleGenAI } from 'https://cdn.jsdelivr.net/npm/@google/genai@latest'; and const ai = new GoogleGenAI({ apiKey: getApiKey() });]

Then gave me detailed instructions along with an updated snippet of code. Here’s the full transcript.

I prompted for a few more changes, then had to tell it not to use TypeScript (since I like copying and pasting code directly out of the tool without needing to run my own build step). The latest version has been rewritten by o4-mini for the new library, defaults to Gemini 2.5 Flash non-thinking and displays usage tokens after each prompt.

[image: Screenshot of the new tool. Gemini 2.5 Flash non-thinking is selected. Same prompt as before. Input tokens: 303 • Output tokens: 123]

Segmenting my pelican photo in non-thinking mode cost me 303 input tokens and 123 output tokens—that’s 0.0119 cents, just over 1/100th of a cent!



But this looks like way more than 123 output tokens

The JSON that’s returned by the API looks way too long to fit just 123 tokens.

My hunch is that there’s an additional transformation layer here. I think the Gemini 2.5 models return a much more efficient token representation of the image masks, then the Gemini API layer converts those into base4-encoded PNG image strings.

We do have one clue here: last year DeepMind released PaliGemma, an open weights vision model that could generate segmentation masks on demand.

The README for that model includes this note about how their tokenizer works:


PaliGemma uses the Gemma tokenizer with 256,000 tokens, but we further extend its vocabulary with 1024 entries that represent coordinates in normalized image-space (<loc0000>...<loc1023>), and another with 128 entries (<seg000>...<seg127>) that are codewords used by a lightweight referring-expression segmentation vector-quantized variational auto-encoder (VQ-VAE) [...]



My guess is that Gemini 2.5 is using a similar approach.



Bonus: Image segmentation with LLM and a schema

Since my LLM CLI tool supports JSON schemas we can use those to return the exact JSON shape we want for a given image.

Here’s an example using Gemini 2.5 Flash to return bounding boxes and segmentation masks for all of the objects in an image:


llm -m gemini-2.5-flash-preview-04-17 --schema '{
  "type": "object",
  "properties": {
    "masks": {
      "type": "array",
      "items": {
        "type": "object",
        "required": ["box_2d", "mask"],
        "properties": {
          "box_2d": {
            "type": "array",
            "items": {
              "type": "integer"
            }
          },
          "mask": {
            "type": "string"
          }
        }
      }
    }
  },
  "required": ["masks"]
}' -a https://static.simonwillison.net/static/2025/two-pelicans.jpg \
  -s 'Return bounding boxes and segmentation masks for all objects'



That returned:


{
  "masks": [
    {"box_2d": [198, 508, 755, 929], "mask": "data:image/png;base64,"},
    {"box_2d": [415, 95, 867, 547], "mask": "data:image/png;base64,"}
  ]
}



I vibe coded a tool for visualizing that JSON—paste it into tools.simonwillison.net/mask-visualizer to see the results.

I wasn’t sure of the origin for the co-ordinate system when I first built the tool so I had Claude add buttons for switching that to see which one fit. Then I left the buttons in because you can use them to make my pelican outlines flap around the page! [image: Animated demo. Two pelican outlines are shown offset from each other - clicking the four different origin buttons causes them to move in relationship to each other.]






Source: https://simonwillison.net/2025/Apr/18/gemini-image-segmentation/
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