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I gave a talk about accessing Large Language Models from the command-line last week as part of the Mastering LLMs: A Conference For Developers & Data Scientists six week long online conference. The talk focused on my LLM Python command-line utility and ways you can use it (and its plugins) to explore LLMs and use them for useful tasks.

The talk was recorded and is available on YouTube. Here I’ve turned it into an annotated presentation, with detailed notes and screenshots (there were no slides) to accompany the video.

LLM is a tool I started building last year to help run LLM prompts directly from a command-line terminal. Instructions for installing it are here—you can use pipx install llm or pip install llm or brew install llm.


[image: The LLM website] #

Once installed you can use it with OpenAI models by running llm keys set openai and pasting in your OpenAI key—or install plugins to use models by other providers, including models you can run locally.




[image: $ llm 'five great names for a pet pelican' Sure, here are five great names for a pet pelican: 1. **Splash** 2. **Captain Beak** 3. **Seabreeze** 4. **Marina** 5. **Pelicano** These names incorporate elements of the pelican's natural habitat and distinctive features, adding a fun and fitting touch for your feathered friend!] #

Basic usage is very simple: once you’ve configured your OpenAI key, you can run prompts against their models like this:

llm 'five great names for a pet pelican'

The output will stream to your terminal, or you can redirect it to a file like this:

llm 'five great names for a pet pelican' > pelicans.txt




[image: $ llm -c 'now do walruses' Of course, here are five fitting names for a pet walrus: 1. **Whiskers** 2. **Tusk** 3. **Gustav** 4. **Blubber** 5. **Wally** $ llm -c 'justify those!' Certainly! Here's why each name suits a pet walrus: 1. **Whiskers** - **Justification:** Walruses have distinctive, prominent whiskers (vibrissae) that the y use to detect food on the ocean floor. This name highlights one of their most characteristic features. 2. **Tusk** - **Justification:** Walruses are known for their long, formidable tusks, which they use for various purposes] #

You can use the -c (for continue) option to send follow-up prompts as part of the same ongoing conversation:

llm -c 'now do walruses'
# ...
llm -c justify those!'




[image: Screenshot of the list of Remote APIs plugins in the LLM plugins directory.] #

LLM supports additional models via plugins. These are listed in the LLM plugins directory, with dozens of plugins for both remote API-hosted models as well as models you can run directly on your own computer.




[image: $ llm models Outputs a list of OpenAI models followed by several anthropic models. $ llm -m claude-3-haiku-20240307 'say hi in spanish with a flourish' ¡Hola, mi amigo! 🌟] #

Here I’m using the llm-claude-3 plugin, which provides access to the Anthropic Claude 3 family of models.

I really like these models. Claude 3 Opus is about equivalent to GPT-4o in terms of quality. Claude 3 Haiku is both cheaper and better than GPT-3.5, and can handle 100,000 input tokens including images.

llm install llm-claude-3
llm keys set claude
# <Paste key here>
# Now list available models
llm models
# Then run a prompt
llm -m claude-3-haiku-20240307 'say hi in spanish with a flourish'
# Or use the haiku alias
llm -m haiku 'say hi in spanish with a flourish'




[image: $ llm logs path /Users/simon/Library/Application Support/io.datasette.llm/logs.db $ datasette "$(llm logs path)" ... Uvicorn running on http://127.0.0.1:8000 (Press CTRL+C to quit)] #

Every prompt and response run through the LLM tool is permanently logged to a SQLite database, as described here.

This command shows the path to that database:

llm logs path

If you install Datasette you can use it to browse your SQLite database like this, using a terminal trick where the output of one command is passed to another (with double quotes to avoid any problems caused by the space in the directory name):

datasette "$(llm logs path)"




[image: Datasette showing the 2,434 responses I have logged as a table, with a search interface at the top.] #

Here’s my searchable database of 2,434 responses I’ve logged from using LLM on my laptop, running in Datasette.




[image: Datasette screenshot showing a conversation, with 3 linked responses] #

Earlier we ran a prompt and then sent two follow-up prompts to it using the llm -c option. Those are stored in the database as three responses that are part of the same conversation.




[image: This data as json, copyable, CSV (advanced) Suggested facets: datetime_utc (date) model >30 - gpt-3.5-turbo 383 - claude-3-opus-20240229 334 - gpt-4 233 - gpt-4-1106-preview 134 - claude-2 117 - mic-chat-Llama-2-7b-chat-hf-q 4f16 1 93 - mistral-7b-instruct-vo 78 - mic-chat-Llama-2-13b-chat-hf- 94f16 1 74 - claude-3-haiku-20240307 49 - gpt-3.5-turbo-instruct 49 - gpt-40 37 - mic-chat-Mistral-7B-Instruct-v 0.2-q3f16 1 35 - Phi-3-mini-4k-instruct 33 - gemini-pro 33 - gemini-1.5-pro-latest 32 - gguf 28 - gpt-4-turbo-preview 27 - gpt-3.5-turbo-16k 26 - mistral-medium 26 - llama-2-7b-chat.ggmlv3.g8 0 2 - mistral-tiny 23 - Meta-Llama-3-8B-Instruct 21 - llamafile 21 - llama-2-13b.Q8 0 20 - orca-mini-3b 19 - command-r 14 - llama-2-7b.ggmlv3.8 0 14 - mistral-small 14 - mistral-7b-instruct-v0.1.08 0 1 3 - claude 12] #

Datasette supports facets, which provide a quick overview of unique value counts within the data. I’ve used GPT-3.5 turbo 383 times, Claude 3 Opus 334 times and a whole bunch of other models.




[image: 6 rows where search matches "pelican" and model = "claude-3-opus-20240229" sorted by id descending] #

Datasette provides search and filtering too—here are the prompts I’ve run against Claude 3 Opus that match “pelican”.

I have an experimental feature that lets me pass images to some models using the -i filename.png option. More on that in this issue.

llm-cmd is an example of a plugin that adds an extra sub-command to LLM—in this case one that takes a description of a task and turns that into a pre-populated shell command. I wrote more about that in llm cmd undo last git commit—a new plugin for LLM.




[image: Screenshot of the GPT4All website: A free-to-use, locally running, privacy-aware chatbot. No GPU or internet required.] #

There are plenty of ways to run local models using LLM. One of my favourite is with the llm-gpt4all plugin, which builds on top of the excellent GPT4All Python library by Nomic AI.




[image: $ llm -m mistral-7b-instruct-v@ 'five great names for a pet seagull, with explanations' =3 1. "Sally" - This name is perfect for a pet seagull because it's short and easy to remember, yet still has a charming and friendly vibe. It also evokes images of a playful and adventuro us bird that loves to explore the world around her. 2. "Captain Jack" - For any seafaring seagull who loves adventure and exploration, this name is perfect. Captain Jack suggests a sense of independence and leadership, which could be fitt ing for a bird who enjoys flying high and exploring new places. 3. "Scarlett" - This name is bold and eye-catching, much like the vibrant feathers of a seagull. Scarlett also has a fiery energy that could reflect the spirit of your adventurous pet. 4. "Nautica" - Nautica means "sailor" in Latin, making it an excellent choice for a seagull Activity Monitor is also visible, showing a Python process using 350MB of RAM.] #

To install that plugin:

llm install llm-gpt4all

Then llm models to list the new models. Each model will be downloaded the first time you try running a prompt through it.

I used this to run Mistral-7B Instruct—an extremely high quality small (~4GB) model:

llm -m mistral-7b-instruct-v0 'five great names for a pet seagull, with explanations'

You can run Activity Monitory to see the resources the model is using.




[image: $ llm chat -m mistral-7b-instruct-v0 Chatting with mistral-7b-instruct-v@ Type 'exit' or 'quit' to exit Type '!multi' to enter multiple lines, then '!end' to finish > say hello in spanish Hola! How can I assist you today? > now in french Bonjour! Comment puis-je vous aider aujourd'hui?] #

Running prompts like this is inefficient, because it loads the full model into memory, runs the prompt and then shuts down the program again.

Instead, you can use the llm chat command which keeps the model in memory across multiple prompts:

llm chat -m mistral-7b-instruct-v0

Another option is to run Ollama, which runs its own local server hosting models. The llm-ollama plugin can then be used to run prompts through Ollama from LLM.




[image: Screenshot of a browser window titled llama.cpp showing a photograph User: Describe image Llama: The image features a person sitting in a chair next to an outdoor setting with a rooster nearby. A white bowl filled with eggs is placed on the ground, and it appears that the person may be preparing or collecting them from their backyard chicken coop. There are several other birds scattered around the scene as well, adding more life to this] #

Running LLaVA using a Llamafile is particularly fun—it’s an openly licensed model that can accept images as input as well. It’s pretty amazing the results you can get from that, running as a single binary on your laptop.

Grab that from Mozilla/llava-v1.5-7b-llamafile on Hugging Face.

LLM can talk to Llamafile instances via the llm-llamafile plugin.




[image: #!/bin/bash # Validate that the first argument is an integer if [[ ! $1 =~ ^[0-9]+$ ]]; then echo "Please provide a valid integer as the first argument." exit 1 fi id="$1" # Parse the optional -m argument model="haiku" if [[ $2 == "-m" && -n $3 ]]; then model="$3" fi # Make API call, parse and summarize the discussion curl -s "https://hn.algolia.com/api/v1/items/$id" | \ jq -r 'recurse(.children[]) | .author + ": " + .text' | \ llm -m "$model" -s 'Summarize the themes of the opinions expressed here. For each theme, output a markdown header. Include direct "quotations" (with author attribution) where appropriate. You MUST quote directly from users when crediting them, with double quotes. Fix HTML entities. Output markdown. Go long.'] #

Now that we can run prompts from our terminal, we can start assembling software by writing scripts.

Here’s a Bash script I wrote to summarize conversations on Hacker News, using longer context models such as Claude 3 Haiku or Google Gemini 1.5 or GPT-4o.

I wrote more about this in Summarizing Hacker News discussion themes with Claude and LLM.




[image: $ hn-summary.sh 40651054 -m 4o # Dependency and Linking in Software Distribution Several users discussed issues around dependency management and linking in software distribut ion: ### Stability and Compatibility Issues - **e63f67dd-@65b:** "It’s just a classic dependency issue... a combination of ABI instabilit y and just plain version incompatibility from one distro to the next... My opinion is the opp osite: I think the old paradigm of distros managing a giant set of system libraries is a bad one." —| - **umanwizard:** "Some distros do actually break out rust dependencies into separate package s (e.g. Guix does this)." ### Dynamic vs Static Linking - **jiripospisil:** "Until there's a vulnerability in one of the dependencies and now you hav e to rebuild all of the packages which use it... For Rust, there's also the fact that most pr ojects use a lock file." - **pglata:** "Static linking is essentially easier for people who don't want to care. But ig noring security does not mean it solves it] #

The script works by hitting the Hacker News Algolia API to return the full, nested JSON structure of the conversation (e.g. this JSON endpoint for this conversation), then runs that through jq to turn it into text, then pipes that into a model using LLM.




[image: Tutorial: Writing a plugin to support a new model This tutorial will walk you through developing a new plugin for LLM that adds support for a new Large Language Model. We will be developing a plugin that implements a simple Markov chain to generate words based on an input string...] #

If you want to contribute to LLM itself, a great way to do that is to write plugins that support new models. I have an extensive tutorial describing how to do that.




[image: $ llm --system 'You are a sentient cheesecake' -m gpt-4o --save cheesecake $ llm chat -t cheesecake Chatting with gpt-4o Type 'exit' or 'quit' to exit Type '!multi' to enter multiple lines, then 'l!end' to finish > tell me abotu yourself Hello! I'm a sentient cheesecake, a delightful fusion of creamy textures and rich flavors. My main ingredients include cream cheese, sugar, eggs, and a touch of vanilla, all resting on a buttery graham cracker crust. I'm the perfect balance of sweet and tangy, and I take great pride in bringing joy to those who savor a slice of me. Despite my delicate nature, I have a surprisingly strong personality-and apparently, the ability to converse! Is there anything specific you'd like to know about the life of a sentient cheesecake?] #

Another fun trick is to use templates to save and execute parameterized prompts, documented here. The easiest way to create a template is with the --save option like this:

llm --system 'You are a sentient cheesecake' -m gpt-4o --save cheesecake

Now you can chat with a cheesecake:

llm chat -t cheesecake




[image: $ cat demos.md | llm -s 'summary, short' 1. **Terminal Basics** - Quick reminder on basic terminal commands and piping with “|" and *>", and using ‘cat’. 2. **Ttok Installation & Demonstration** - Using “pipx install ttok™ to install “ttok™ and demonstrating its usage. 3. **Installing LLM** - Installation of LLM using either “brew’ or “pipx". 4. **Configuring for OpenAI** = - How to configure LLM for OpenAI. 5. **Running a Prompt** - Example of running a prompt with LLM. 6. **Installing LLM Plugin: 1lm-claude-3** - Installing the “llm-claude-3" plugin and running a prompt with it. 7. **Browsing Logs with Datasette** - Demonstrating browsing logs using Datasette. 8. **Using LLM Command**] #

Being able to pipe content into llm is a really important feature.

The simplest way to do this is with cat to send in files. This command summarizes the content of a provided file:

cat demos.md | llm -s 'summary, short'




[image: $ llm -c 'no much much much shorter, and in haikus' Terminal basics, Commands and piping galore, Cat reminds us all. Install ttok first, Pipx makes it easy-peasy, Quick demonstration. LLM install, Brew or pipx, your choice, Configured OpenAI.] #

Once you’ve done this you can send follow-up prompts with -c.

llm -c 'no much much much shorter, and in haikus'




[image: Screeshot of the shot-scraper website A command-line utility for taking automated screenshots of websites Quick start: pip install shot-scraper shot-scraper install shot-scraper https://github.com/simonw/shot-scraper -h 900 Produces this screenshot in a file called github-com-simonw-shot-scraper.png ] #

Another tool I frequently use with LLM is shot-scraper—my command-line tool for screenshotting and scraping websites.




[image: Screenshot of Google search results, with the inspector panel open to show the structure of the HTML.] #

Google hate being scraped. Let’s use it to scrape Google.

Google search results have a structure where each link on the page is an <h3> element wrapped in a link.




[image: shot-scraper javascript 'https://www.google.com/search?q=nytimes+slop' ' Array.from( document.querySelectorAll("h3"), el => ({href: el.parentNode.href, title: el.innerText}) )'] #

We can scrape that using the following terminal command:

shot-scraper javascript 'https://www.google.com/search?q=nytimes+slop' '
Array.from(
  document.querySelectorAll("h3"),
  el => ({href: el.parentNode.href, title: el.innerText})
)'

This will load up the search results page in an invisible browser, then execute JavaScript that extracts the results and returns them as JSON.




[image: R T R - A =4 [oBE IR W' R TR | £ Searc = = =g _ 06_jun_lim — -2sh — 93x24 Rt - . i 8 "href": "http://www.nytimes.com/1896/07/31/archives/to-slop.html", i “title": "To Slop." i { "href": "https://www.nytimes.com/section/technology”, "title": "Technology" i 1 "href": "https://www.linkedin.com/posts/luigiraymontanez_slop-is-the-new-name-for-unw anted-ai-generated-activity-7195821255621574658-MQWK", "title": "Slop is the new name for unwanted AI-generated content” i { e "href": "https://www.google.com/search?g=nytimes+slop&sca_esv=a22b124cb26f8e73&ei=F_B 0ZpLQHfet@PEPttSubA4&start=10&sa=N", "title": "More results" i o BTG "title": "Try again" } 1 3 = 7,‘. 54 function findParentWithHveid(element) { L85 4 __while (element 8§ lelement hasAttribute = ®0A0®17 WO sSpaces:4 UTF-8 LF Markdown & A17Spell [ ] #

The results as JSON include the href and title of each of those search results.

We could send that to LLM, but I’d like to grab the search snippets as well.




[image: Screenshot showing the command with the more complex JavaScript.] #

Here’s the more complex recipe that also fetches the search snippets visible on the page:

shot-scraper javascript 'https://www.google.com/search?q=nytimes+slop' '
() => {
    function findParentWithHveid(element) {
        while (element && !element.hasAttribute("data-hveid")) {
            element = element.parentElement;
        }
        return element;
    }
    return Array.from(
        document.querySelectorAll("h3"),
        el => findParentWithHveid(el).innerText
    );
}' | llm -s 'describe slop'

At the end it pipes them into LLM with instructions to use that context to “describe slop”.




[image: The term "slop" has recently emerged in the context of artificial intelligence to describe questionable or low-quality AI-generated material. This term appears to be gaining traction among tech and media commentators, reflecting growing concerns about the proliferation of such content.] #

... and it works! We get back an answer from the LLM that summarizes the search results that we just scraped.

We have implemented basic RAG—Retrieval Augmented Generation, where search results are used to answer a question—using a terminal script that scrapes search results from Google and pipes them into an LLM.




[image: Output of llm --help showing a list of commands that includes cmd, embed, embed-models and embed-multi.] #

Speaking of RAG... a common technique for implementing that pattern is to take advantage of embeddings and vector search to find content that is semantically similar to the user’s question, without necessarily matching on exact keywords.

I wrote an extensive introduction to embeddings in Embeddings: What they are and why they matter.

LLM includes support for calculating, storing and searching embeddings through its llm embed-models, llm embed and llm embed-multi commands, documented here.

The llm embed-models command lists currently available embedding models—the OpenAI models plus any that have been added by plugins.




[image: A huge JSON array of floating point numbers, followed by: $ llm embed -m 3-small -c 'hello there' | jq length 1536] #

The llm embed command can embed content. This will output a list of floating point numbers for the specified content, using the OpenAI 3-small embedding model.

llm embed -m 3-small -c "hello there"

Add -f hex to get that out as hexadecimal. Neither of these formats are particularly useful on their own!




[image: Screenshot of the llm embed-multi documentation.] #

The llm embed-multi command is much more useful. It can run embeddings against content in bulk—from a CSV or JSON file, from a directory full of content or even from a SQLite database. Those embedding vectors will be stored in SQLite ready to be used for search or similarity queries.




[image: Screenshot of my blog's collection of 7178 blogmarks] #

I collect bookmarks (I call them “blogmarks”) on my blog—links with short descriptions. I have over 7,178 of them.

Let’s create embeddings for all of those using LLM.

I used the SQLite database version of my blog available from https://datasette.simonwillison.net/simonwillisonblog.db (a 90MB file).




[image: Custom SQL query returning more than 2,000 rows select id, link_url, link_title, commentary from blog_blogmark] #

First step is to compose a SQL query returning the data we want to embed. The first column will be treated as a unique identifier to store along with the embedding vector, and any subsequent columns will be used as input to the embedding model.

select id, link_url, link_title, commentary from blog_blogmark




[image: R I R S P Y @ B e A C m 7 Qg 06_jun_lim — -zsh — 93x24 R ERCTT $ llm embed-multi links \ -d simonwillisonblog.db \ --sql 'select id, link_url, link_title, commentary from blog_blogmark' \ -m 3-small --store] #

I can run this command to embed all of the content:

llm embed-multi links \
  -d simonwillisonblog.db \
  --sql 'select id, link_url, link_title, commentary from blog_blogmark' \
  -m 3-small --store

This will create an embedding collection called “links”. It will run the SQL query we created before, using the OpenAI 3-small model. The --store link means it will store a copy of the text in the database as well—without that it would just store identifiers and we would need to use those to look up the text later on when running queries.




[image: Progress bar - 4% done, 00:01:18] #

The llm embed-multi command shows a progress bar for how far it has got.




[image: Screenshot of the embeddings table in Datasette, with a bunch of binary data visible.] #

While the command is running we can use Datasette to watch as the embeddings table is filled with data—one row for each of the items we are embedding, each storing a big ugly binary blob of data representing the embedding vector (in this storage format).




[image: $ llm similar links -c 'things that make me angry' -d simonwillisonblog.db {"1": "448", "score": 8.31105587659133327, “content”: “http://www.russellbeattie.com/notebook/1006697.html Overreaction Absolutely storming rant from Russell about America's culture of fear.", "metodata”: null} ...] #

And now we can run searches! This command finds everything in the “links” collection that is most similar to the search term “things that make me angry”:

llm similar links -c 'things that make me angry' -d simonwillisonblog.db




[image: cat ~/.local/bin/blog-answer.sh #!/bin/bash # Check if a query was provided if [ "$#" -ne 1 ]; then echo "Usage: $0 'Your query'" exit 1 fi llm similar blog-paragraphs -c "query: $1" \ | jq '.content | sub("passage: "; "")' -r \ | llm -m llamafile \ "$1" -s 'You answer questions as a single paragraph' # | llm -m mlc-chat-Llama-2-7b-chat-hf-q4f16_1 \ # /Users/simon/.local/share/virtualenvs/llm-mlc-SwKbovmI/bin/llm -m mlc-chat-Llama-2-7b-chat-hf-q4f16_1 ] #

We can implement another version of RAG on top of this as well, by finding similar documents to our search term and then piping those results back into LLM to execute a prompt.

I wrote more about this in Embedding paragraphs from my blog with E5-large-v2.




[image: LLM documentation: OpenAl-compatible models] #

During the Q&A I mentioned that LLM can talk to anything that provides an OpenAI-compatible API endpoint using just configuration, no extra code. That’s described in the documentation here.




[image: Screenshot of the Python API documentation] #

I also showed LLM’s Python API documentation, but warned that this is not yet considered stable as I’m not 100% happy with how this API works yet.




[image: GitHub Issue with 77 comments: Figure out how to serve an AWS Lambda function with a Function URL from a custom subdomain] #

The final question from the audience was about my personal productivity.

I wrote a bit about this a few years ago in Coping strategies for the serial project hoarder—how I use extensive documentation and unit tests to allow me to work on way more projects at once by ensuring I don’t have to remember the details of any of them.

My other trick is that I tend to pick projects that fit my unique combination of previous experiences. I built LLM because I already had experience with LLM APIs, Python CLI tools (using Click) and plugin systems (using Pluggy). As a result I happened to be one of the best positioned people in the world to build a plugin-based CLI tool for working with LLMs!




Colophon

Here’s how I turned the YouTube video of this talk into an annotated presentation:


	I downloaded a .mp4 version of the talk from YouTube using yt-dlp.

	I ran that through MacWhisper to create my own transcript for copying extracts from into my write-up—although this time I didn’t end up using any of the transcript text.

	I played the video (at 2x speed) in QuickTime Player and used the capture.sh script described here to grab screenshots of the individual interesting frames that I wanted to use for my post.

	I loaded those screenshots into my annotated presentation tool (which I described in this post) and used that to run OCR against them for alt text and to add commentary to accompany each screenshot.

	I assembled the result into this finished blog entry, adding intro text and the YouTube embed as HTML.








Source: https://simonwillison.net/2024/Jun/17/cli-language-models/
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$ llm similar links -c 'things that make me angry' -d simonwillisonblog.db
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r.", "metodata”: null}
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d force eggs to install unzipped with an option in ~/.pydistutils.cfg - that's always been my least favourite thing about them.”, "metadata”: null}

{"id": *9", "score": 0.27665541958720596, "content": "http://zephyrfalcon.org/weblog/arch_d7_2003_11_15.html#e411 Snarls of defiance Great rant about commercial programming and boring suit
friendly technology”, “metadata": null}

{"id' "2196 "score": 0.2765245434791931, "content": "http://interconnected.org/home/2006/07/28/about_making_things about making things Matt Webb on thinking through making.", "metadata”:
null}

{"id": "41%, "score": 0.2725049181064884, "content”: "http://www.mezzoblue.com/archives/2003/11/26/font_size_no/ Font Size: No Happy Medium Sometimes I just wish for ignorance”, “metadata”:
null}

{"id": "1455"
t counter-|

0.2705766376361373, "content”: “http://www.zephoria.org/thoughts/archives/2005/03/08/fuck_the_sxsw_etiquette_guide.html apophenia: fuck the SXSW etiquette guide Poir
“metadata”: null}

{"id": "979", 0.2665224234426533, "content": "http://thedailywtf.com/archive/2004/08/17/1182.aspx Avoiding the dreaded Refresh This upset me.”, “metadata”: null}

{"id": "2645", "score": 0.26293473475420814, "content”: "http://www.calacanis.com/2007/02/07/why-people-hate-seo-and-why-smo-is-bulls-t/ Why people hate SEQ... (and why SMO is bulls$%t) Jas
on Calacanis explains SMO, or \"Social Media Optimisation\" - digg spamming now has its own TLA.", "metadata”: null}

{"id": "4096", "score": 0.261703377360642, "content": "http://www.timshowers.com/2008/08/visualization-strategies-text-documents/ Visualization Strategies: Text & Documents \"List of ...\"
style posts usually make me want to stab someone with a fork; this is how that kind of post should be done - well researched, carefully written and, most importantly doesn't call itself a \
"Top X Ys that will Z your ZZ\"!", "metadata”: null}
$ 1lm similar links -c 'datasette plugins' -d simonwillisonblog.db

{"id": "6420", "score": 0.6623742470905671, "content": "https://datasette.io/plugins/datasette-css-properties datasette-css-properties My new Datasette plugin defines a \".css\" output forn
at which returns the data from the query as a valid (SS stylesheet defining custom properties for each returned column. This means you can build a page using just HTML and CSS that consumes
API data from Datasette, no JavaScript required! Whether this is a good idea or not is left as an exercise for the reader.”, “metadata”: null}

{"id": "5873", "score": 0.6512099198542941, “content: “https://datasette.readthedocs.io/en/stable/changelog.html#vd-27 Datasette 0.27 The latest release of Datasette introduces an option t
© output tables and SQL query results as newline-delimited JSON - plus a new \"datasette plugins\" command for listing available plugins.”, "metadata”: null}

{"id": "5977", "score”: 0.6510374003265603, "content”: "https://github.com/simonw/datasette-jq datasette-jq I released another tiny Datasette plugin: datasette-jq registers a single custom
SQL function, jqQ), which lets you execute the jq expression language against a JSON column (or literal value) to filter and transform the JSON data. The README includes a link to a live de
mo - it's a neat way to play with the jq micro-language.”, "metadata”: null}

{"id": "5628", "score": 0.6404081057361377, “content”: "https://datasette.readthedocs.io/en/latest/plugins.html Datasette 8.19: Plugins Documentation I've released the first preview of Datc
sette's new plugin support, which uses the pluggy package originally developed for py.test. So far the only two plugin hooks are for SQLite connection creation (allowing custom SQL functior
s to be registered) ond Jinja2 template environment initialization (for custom template tags), but this release is mainly about exercising the plugin registration mechanism and starting to
gather feedback. Lots more to come.”, "metadata”: null}

{*id": “7007", "score”: 0.6365058102702189, “content”: "https://www.youtube.com/watch?v-zrSGnz7ErNI datasette-scraper walkthrough on YouTube datasette-scraper is Colin Dellow's new plugin t
hat turns Datasette into a powerful web scraping tool, with a web UI based on plugin-driven customizations to the Datasette interface. It's really impressive, and this ten minute demo shows
quite how much it is capable of: it can crawl sitemaps and fetch pages, caching them (using zstandard with optional custom dictionaries for extra compression) to speed up subsequent crawls
... and you can add your own plugins to extract structured data from crawled pages and save it to o separate SQLite toble!", "metadata™: null}

{"id": "5720", “"score": 0.6300889370882722, “content”: "https://github.com/simonw/datasette-vega datasette-vega I wrote a visualization plugin for Datasette that uses the excellent Vega \"v
senaliratinn arnmmar\® l1ihrary +0 nravide bar line and ccatter charte ronfiourahle anaainet anv Natncette tahle or SN avervy * "metadata®: null}
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$ cat ~/.local/bin/blog-answer.sh
$ 11 9
d#!/bin/bash
-—# Check if a query was provided
_mif [ "$#" -ne 1 ]; then
echo "Usage: $0 'Your query
Embe  oyit 1 i

$|] i

1lm similar blog-paragraphs -c "query: $1" \
| jg '.content | sub("passage: "} -r\
| 1lm -m 1lamafile \
"$1" -s 'You answer questions as a single paragraph’

# | 1lm -m mlc-chat-Llama-2-7b-chat-hf-q4f16_1 \
# /Users/simon/.local/share/virtualenvs/11m-mlc-SwKbovmI/bin/11m -m mlc-chat-Llama-2-7b-chat-hf-q4f16_1
$ |
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367,
4899904, -0.01844157, -0.0021858728, 0.027378747, ©.028776046, 0.00095199596, 0.003967082, -0
.008598227, -0.0018382774, 0.0031542974, 0.0077612316, -0.0013843284, 0.026050622, -0.0050392
67, -0.02058594, 0.003887533, -0.0060146083, 0.03242839, -0.01867676, 0.02861003, 0.04155925,
-0.012271323, -0.0063500986, -0.024902347, -0.053733733, 0.015356448, -0.039788418, 0.000784
68333, 0.0005646261, 0.012181398, 0.007622885, -0.009151612, 0.008812664, -0.015370282, -0.00 I
11508688, -0.020143231, -0.0019697065, 0.0139868185, 0.0030090336, -0.03621908, -0.012755536,
0.005606487, 0.00026739758, -0.012229819, -0.006702882, 0.014471031, -0.01431885, 0.01582682
5, 0.0081347665, -0.012146811, 0.003425802, -0.008120932, -0.008210857, 0.019105634, 0.006841
228, -0.004444377, -0.0021945194, 0.015190432, -0.02801514, -0.012603355, -0.01983887, 0.0251
65206, 0.067402355, 0.03591472, 0.014125165, -0.02398926, 0.0015520734, -0.015162762, -0.0262
30471, -0.020323083, 0.050994474, -0.016463218, 0.012637941, -0.017044272, 0.009947104, 0.001
6281639, 0.004447836, -0.0051637786, 0.0019921877, -0.0015114341, 0.0434961, -0.042057298, -0
.0020475264, -0.011372072, 0.0014491782, 0.03309245, -0.02497152, 0.019133303, 0.010465903, -
0.003593547, 0.010458985, 0.033811852, -0.02750326, 0.006692506, 0.00859131, -0.020655114, -0
0138415545, 0.033673506, 0.012631023, -0.034558922, 0.00029355372, -0.036772467, -0.00387715
7, -0.028388675, 0.0043509933, -0.0009692893, -0.026451826, 0.048338223, -0.016573895, -0.015
052085, -0.012983807, -0.0026060997, 0.0016108706, -0.004641521, -0.0005858104, -0.014540204,
-0.01376p464, 0.0030021162, 0.021346845, -0.023090009, -0.014747723, 0.025607914, -0.0421679
73, -0.023615725, 0.024653323, 0.010887859, 0.019423831, 0.015508628, 0.007581381, -0.0262719
77, -0.0025732424]
$ 1lm embed -m 3-small -c 'hello there' | jq length
1536

« lim-clip provides the CLIP model, which can be used to embed images and text in the same

vector space, enabling text search against images. See B 3 age se: gine with lin
for more on this plugin.
« llm-embed-jina provides Jina Al's 8K text embe
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$ 1lm -m mistral-7b-instruct-v@ 'five great names for a pet seagull, with explanations'
1. "Sally" - This name is perfect for a pet seagull because it's short and easy to remember,
yet still has a charming and friendly vibe. It also evokes images of a playful and adventuro
us bird that loves to explore the world around her.
2. "Captain Jack" - For any seafaring seagull who loves adventure and exploration, this name
is perfect. Captain Jack suggests a sense of independence and leadership, which could be fitt
ing for a bird who enjoys flying high and exploring new places.
3. "Scarlett" - This name is bold and eye-catching, much like the vibrant feathers of a seagu
M 11l. Scarlett also has a fiery energy that could reflect the spirit of your adventurous pet.
4. "Nautica" - Nautica means "sailor" in Latin, making it an excellent choice for a seagull w )
ho
$ 1lm chat -m mistral-7b-instruct-v@
Chatting with mistral-7b-instruct-v@
Type 'exit' or 'quit' to exit
Type '!multi' to enter multiple lines, then 'l!end' to finish
> say hello in spanish
Hola! How can I assist you today?
> now in french
Bonjour! Comment puis-je vous aider aujourd'hui?

>

»X

®0A0D17 ®o

Ln74,Col1 Spaces:4 UTF-8 LF Markdown & A 17Spell (2
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adds support for local models that are running locally using

Remote APIs

These plugins can be used to interact with remotely hosted models via their API.

adlis support for | ‘s language and embedding models
adds support for Google's models.
by Tom Viner adds support for Claude 2.1 and Claude Instant 2.1 by Anthropic.
supports Anthropic's ly of models.
supports Cohere's Command R and API models.
supports the family of models via their API
le by Alexandru Geana supports the P API models, including 1lama-3-

9 sonar-large-32k-online which can search for things online and 1lama-3-78b-instruct .
Piugin directory by Moritz Angermann provides access to fast models hosted by
supports models hosted on the platform, including

Llama 2 70B.

> adds support for remote models hosted on , including Llama 2 from Meta
Al
s supports models hosted by
adds support for Google's
provides access to models hosted on
by Alistair Shepherd provides cohere-generate and cohere-summarize API models,
powered by
J d c by Sean Blakey adds support for Claude and Claude Instant by Anthropic
via Amazon Bedrock
by Fabian Labat adds support for Llama 2 and Llama 3 by Meta via Amazon
Bedrock.
er adds support for the extensive family of hosted openly licensed models

If an API model host provides an OpenAl-compatible APl you can also
without needing an extra plugin.

Simon Willison
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$ cat demos.md | 1lm -s 'summary, short'
1. **Terminal Basics**
- Quick reminder on basic terminal commands and piping with “|° and *>°, and using ‘cat’.

Simon Willison

. **Ttok Installation & Demonstration**
- Using “pipx install ttok™ to install “ttok™ and demonstrating its usage.

. **Installing LLM**
- Installation of LLM using either “brew’ or “pipx".

. **Configuring for OpenAI**
- How to configure LLM for OpenAI.

. **Running a Prompt**
- Example of running a prompt with LLM.

. **Installing LLM Plugin: 1llm-claude-3**
- Installing the “llm-claude-3" plugin and running a prompt with it.

. **Browsing Logs with Datasette**
- Demonstrating browsing logs using Datasette.

. **Using LLM Command**
- Overview of

®0A0®17 WO i Ln 41, Col 1 (23 selectec :4 UTF-8 LF Markdown & A17Spell (3
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}!‘/bm,"basn

# Validate that the first argument is an integer
[r!s1 ~[0-9]1+$ 11; then
echo "Please provide a

alid integer as the first argument."
exit 1

id="$1"

# Parse the optional -m argument
model="haiku

[[ $2 = "-m" & -n $3 |]; theny
model="$3"

# Make API call, parse and summarize the discussion

curl -s "https://hn.algolia.com/api/vl/items/$id" |

jg -r 'recurse(.children[]) | .author + ": "
Llm -m "$model" -s 'S arize the
For each

+ Jtext' |

themes of the opinions expresse
markdown header.
Include direct " ) " (with au
You MUST qu
Fix HTML er

thor attribution) wh appro

rom users wi crediting them, with dout
markdown. Go long.'

®0A0®17 W0 @ Ln1,Col1 Spaces:2 UTF-8 LF ShellScript & 3 Spell
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shot-scraper

A command-line utility for taking automated screenshots of websites

Quick start:

pip install shot-scriper
shot-scraper install
shot-scraper https://github.com/simonw/shot-scraper -h

Produces this screenshot in a file called github-com-simonw-shot-scraper.png :

Easily embed PDFs in your
web app with our standalone
PDF viewer library. Try our 5

minute demo. shot-scraper
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08_lun_fim —thm -c no much mu

el => findParentWithHveid(el).innerText
DH

%

This sequence covers essential basics, various LLM functionalities, plugins, configurations,
and interesting advanced use cases like embedding models, creating templates, running prompts
, and scraping content.

$

$

$ 1lm -c 'no much much much shorter, and in haikus’

Terminal basics,

Commands and piping galore,

Cat reminds us all.

Install ttok first,
Pipx makes it easy-peasy,
Quick demonstration.

LLM install,
Brew or pipx, your choice,
Configured OpenAI.
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Links from other tables

from conversation_id in responses

- Queries took 1.091ms

|

Simon Willison
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OpenAl-compatible models

Projects such as offer a REST AP that imitates the OpenAl API but can be used to run other
models, including models that can be installed on your own machine. These can be added using the
same configuration mechanism.

The model_id is the name LLM will use for the model. The model_nanme is the name which needs to
be passed to the API - this might differ from the model_id, especially if the model_id could
potentially clash with other installed models.

The api_base key can be used to point the OpenAl client library at a different APl endpoint.

To add the orca-nini-3b model hosted by a local installation of , add this to your extra-

openai-models.yaml file:
Y

- model_id: orca-openai-compat
model_name: orca-mini-3b.ggmlv3
api_base: "http:/ s
If the api_base is set, the existing configured openai API key will not be sent by default.

You can set api_key_name to the name of a key stored using the t feature.

Add completion: true if the model is a completion model that uses a /completion as opposed to a
/completion/chat endpoint.

Having configured the model like this, run 1im models to check that it installed correctly. You can
then run prompts against it like so:

Um -m orca-openai-compat '}

@ openal

And confirm they were logged correctly with:

Sensible: LLM Document Um logs -n 1

e
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The 1lm embed command embeds a single string at a time.

1m can bejused to embed multiple strings at once, taking advantage of any
efficiencies that the embedding model may provide when processing multiple strings.

This command can be called in one of three ways:

1. With a CSV, TSV, JSON or newline-delimited JSON file
2. With a SQLite database and a SQL query

3. With one or more paths to directories, each accompanied by a glob pattern
All three mechanisms support these options:

* -m model_id to specify the embedding model to use
* -d database.db to specify a different database file to store the embeddings in
* —-store to store the original content in the embeddings table in addition to the embedding vector

* —prefix to prepend a prefix to the stored ID of each item

* ——batch-size SIZE to process embeddings in batches of the specified size

Embedding data from a CSV, TSV or JSON file

You can embed data from a CSV, TSV or JSON file by passing that file to the command as the
second option, after the collection name

Your file must contain at least two columns. The first one is expected to contain the ID of the item,
and any subsequent columns will be treated as containing content to be embedded

Simon Willison
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$ 1lm -m mistral-7b-instruct-v@ 'five great names for a pet seagull, with explanations'
1. "Sally" - This name is perfect for a pet seagull because it's short and easy to remember,
yet still has a charming and friendly vibe. It also evokes images of a playful and adventuro
us bird that loves to explore the world around her.
2. "Captain Jack" - For any seafaring seagull who loves adventure and exploration, this name
is perfect. Captain Jack suggests a sense of independence and leadership, which could be fitt
ing for a bird who enjoys flying high and exploring new places.
3. "Scarlett" - This name is bold and eye-catching, much like the vibrant feathers of a seagu
M11l. Scarlett also has a fiery energy that could reflect the spirit of your adventurous pet.

4. "Nautica" - Nautica means "sailor" in Latin, making it an excellent choice for a seagull w )
ho

$ @ Activity Monitor
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. 06_jun_lim — Python « hn-summary.sh 40651054 -m 40 — 93x24
$ hn-summary.sh 40651054 -m 4o

# Dependency and Linking in Software Distribution

Several users discussed issues around dependency management and linking in software distribut
ion:

### Stability and Compatibility Issues

- **e63f67dd-@65b:** "It’s just a classic dependency issue... a combination of ABI instabilit
y and just plain version incompatibility from one distro to the next... My opinion is the opp
osite: I think the old paradigm of distros managing a giant set of system libraries is a bad
one."

- **umanwizard:** "Some distros do actually break out rust dependencies into separate package
s (e.g. Guix does this)."

### Dynamic vs Static Linking

- **jiripospisil:** "Until there's a vulnerability in one of the dependencies and now you hav
e to rebuild all of the packages which use it... For Rust, there's also the fact that most pr
ojects use a lock file."

- **palata:** "Static linking is essentially easier for people who don't want to care. But ig
noring security does not mean it solves it

®oA0®17 ®Wo @ Ln20,Col21 Spaces:2 UTF-8 LF ShellScript & & Spell (2 |
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$ 1lm -c "now do walruses'
Of course, here are five fitting names for a pet walrus:

. **Whiskers**
I Ad
. **Gustav**
. **Blubber**
S tWallyt*
1lm -c 'justify those!
quote> '
Certainly! Here's why each name suits a pet walrus:

1. **Whiskers**

- **Justification:** Walruses have distinctive, prominent whiskers (vibrissae) that the
y use to detect food on the ocean floor. This name highlights one of their most characteri
stic features.

2. *STusk**
- **Justification:** Walruses are known for their long, formidable tusks, which they us
e for various purposes

®oA0®13 @Wo Ln4,Col 27 Spaces:4 UTF-8 LF Markdown & A 13Spell 3 _
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$ 11m embed-multi links \
-d simonwillisonblog.db \
--sql 'select id, link_url, link_title, commentary from blog_blogmark' \
-m 3-small --store

Embedding [# 4% 00:01:18
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Python API

LLM provides a Python API for executing prompts, in addition to the command-line interface.

Understanding this API is also important for writing

Basic prompt execution

To run a prompt against the gpt-3.5-turbo model, run this:

import 1L
3

model = 1lm.get_model("g

model.key = 'Y I_KEY

response = model. prompt (" ive
print(response. text())

The 1lm.get_model() function accepts model names or aliases - so chatgpt would work here too.

The _str__() method of response also returns the text of the response, so you can do this instead
print(response)

You can run this command to see a list of available models and their aliases:
1lm models

If you have set a OPENAI_API_KEY environment variable you can omit the model.key = line.
Calling 1lm.get_model() with an invalid model name will raise a 1lm.UnknownModelError exception.

System prompts

For models that accept a system prompt. pass it as systen

Simon Willison
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responses

2,434 rows sorted by id descending

Search:

This data as

Suggested facets:

or

claude-3- say hiin spanish with a flourish {"max_tokens

haiku-20240307 * 4096,
“temperature’
1.0}

pX07939tmz1qtjxc claude-3- say hi in spanish with a flourish {*max_tokens”
haiku-20240307 4096,
“temperature”
1.0}

claude-3- say hi in spanish with a flourish {"max_tokens

haiku-20240307 4096,
"temperature
1.0}

claude-3 say hi in spanish {*max_tokens*

haiku-20240307 4096,
“temperature
1.0
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"title": "Try again"
}
]
$ shot-scraper javascript 'https://www.google.com/search?g=nytimes+slop’ '
Array . from(
document.querySelectorAl1("h3"),

el => ({href: el.parentNode.href, title: el.innerText})
| 1lm

$ shot-scraper javascript 'https://www.google.com/search?gq=nytimes+slop' '
0O =1
function findParentWithHveid(element) {
while (element && !element.hasAttriibute("data-hveid")) {
element = element.parentElement;
}

return element;
i
return Array.from(C
document.querySelectorAll("h3"),
el = findParentWithHveid(el).innerText
bH
3

https://til.simonwillison.net/1lms/
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"href": "http://www.nytimes.com/1896/07/31/archives/to-slop.html",
"title": "To Slop."

"href": "https://www.nytimes.com/section/technology”,
"title": "Technology"

"href": "https://www.linkedin.com/posts/luigiraymontanez_slop-is-the-new-name-for-unw
anted-ai-generated-activity-7195821255621574658-MQWK",
"title": "Slop is the new name for unwanted AI-generated content”

b

i
"href": "https://www.google.com/search?qg=nytimes+slop&sca_esv=a22b124cb26f8e73&ei=F_B
0ZpLQHfet@PEPttSubA4&start=10&sa=N",
"title": "More results"

L
{

"href": "
"title": "Try again"






EPUB/media/file10.jpg
& Firefox File Edt View History Bookmarks Tools Window Help

e © e ‘

'S;on Willison
L3
GPT4AIll
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Anthropic: claude-instant-1 (aliases: claude-instant)
Anthropic: claude-2 (aliases: claude)
Anthropic Messages: claude-3-opus-20240229 (aliases: claude-3-opus, opus)
Anthropic Messages: claude-3-sonnet-20240229 (aliases: claude-3-sonnet, sonnet
9
Anthropic Messages: claude-3-haiku-20240307 (aliases: claude-3-haiku, haiku)
$ 1lm -m claude-3-haiku-20240307 'say hi in spanish’'
Hola.
$ 1lm -m claude-3-haiku-20240307 'say hi in spanish with a flourish'
jHola! #
$ 1lm -m claude-3-haiku-20240307 'say hi in spanish with a flourish'
jHola, mi amigo! #*
$ 1lm -m haiku 'say hi in spanish with a flourish'
jHola, mi amigo! #
$
$
$ 1lm logs path
fUsers/simon/Library/Application Support/io.datasette.llm/logs.db
$ datasette "$(1lm logs path)"
¥ Started server process [32525]
Waiting for application startup.
Application startup complete.
Uvicorn running on http://127.0.0.1:8001 (Press CTRL+C to quit)

i your data and help you share your findings with your  Vercel
colleagues.

@ =

Simon Willison
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Types

blogmark 7168

Years

Filters: | Type: blogmark x | Sorted by date 2008214

2004 1021

7,168 results page 1 /239 next » Iz 5005 6%

First Came ‘Spam.’ Now, With AL, We've Got ‘Slop". First tNe Guardian, now the NYT. 20

I've apparently made a habit of getting quoted by journalists talking about siop! 2007 1063

607

1 got the closing quote in this one:

Society needs concise ways to talk about moder A.L — both the positives and the
negatives. ‘Ignore that email, it's spam,” and ‘Ignore that article, it's siop,” are both
useful lessons.

# 11th June 20

412 pm

Introducing Apple's On-Device and Server Foundation Models. Apple Intelligence uses
both on-device and in-the-cloud models that were trained from scratch by Apple.

0 165
Their on-device model is a 38 model that “outperforms larger models including Phi-3- i
mini, Mistral-78, and Gemma-7B", while the larger cloud model is comparable to 2
GPT-35. 2022214

378
The language models were trained on uniicensed scraped data - | was hoping they

might have managed to avoid that, but sadly not: 2000 48
Tags
We train our foundation models on licensed data, including data selected to i
enhance specific features, as well as publicly available data collected by our web- e
crawler, AppleBot. cript 545
django 435
The most interesting thing here is the way they apply fine-tuning to the local model to
specialize it for different tasks. Apple call these "adapters®, and they use LoRA for this 303
urty 336

- atechnique first published in 2021. This lets them run multiple on-device models e
based on a shared foundation. specializing in tasks such as summarization and oroof- on

Pore
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$ 11lm 'five great names for a pet pelican'
Sure, here are five great names for a pet pelican:

**Splash**
**Captain Beak**
**Seabreeze**
**Marina**
**Pelicano**

Ul s wN =

These names incorporate elements of the pelican's natural habitat and distinctive features
, adding a fun and fitting touch for your feathered friend!
$
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Writing a plugin to support a new
model

This tutorial will walk you through developing a new plugin for LLM that adds support for a new Large
Language Model.

We will be developing a plugin that implements a simple Markov chain to generate words based on
an input string. Markov chains are not technically large language models, but they provide a useful
exercise for demonstrating how the LLM tool can be extended through plugins.

The initial structure of the plugin

First create a new directory with the name of your plugin - it should be called something like 1im-

markov

Writing a plugin to mkdir Ulm-markov
support a new model A ko

In that directory create a file called 1lm_markov.py containing this

import 1ln

3Ulm. hookimpl
def register_models(register):
register(Markov())

class Harkov(llm.Model):
model_id

def execute( , prompt, stream, response, conversation):
return [ 1
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Figure out how to serve an AWS Lambda function with a Function
URL from a custom subdomain #1

simonw

No one
[This issue thread provides a biow-by-blow account of how | figured out the way to serve an

AWS Lambda function from a custom domain, using CloudFront and ACM]

| think Cloudfront is the way to do this:

B everything v

My previous notes on how | shipped the Lambda Function URL are here Siatis: Done

- +5 more

No milestone

simonw

& Open in Workspace

Simon Willison
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11m embed-multi links \

-d simonwillisonblog.db \

--sqgl 'select id, link_url, link_title,
-m 3-small --store

Simon Willison

commentary from blog_blogmark' \

as a bullet list'
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4=

“More results",

"Try again"
]
$ shot-scraper javascript 'https://www.google.com/search?q=nytimes+slop'
O =1

function findParentWithHveid(element) {

while (element && !element.hasAttribute("data-hveid")) {
element = element.parentElement;

'

}
return element;
}
return Array.from(
document.querySelectorAl1("h3"),
el => findParentWithHveid(el).innerText
)3
}' | 1lm -s 'describe slop'
The term "slop" has recently emerged in the context of artificial intelligence to describe qu
estionable or low-quality AI-generated material. This term appears to be gaining traction amo
ng tech and media commentators, reflecting growing concerns about the proliferation of such c
ontent. Here are some details from the search snippets:

1. **Usage by New York Times
o

https://til.simonwillison.net/1lms/
®0A0®17 W0  Spac UTF-8 LF Markdown & A 17 Spell
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Simon Willison
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responses

6 rows where search matches "pelican" and model = "claude-3-opus-20240229" sorted by id descending
I

Search: peican

‘model - claude-3-0pus-20240229

column =

This data as json, copyak (ad

Suggested facets: (date)

model 1 %

A del @ @ system t > opt 3 esponse & onse._json conve 4

j23z claude-3- ten great {"max_tokens": 1. Pelli - A cute {"id al me:
0pus-20240229 names for 4096, and simple ‘msg_01Mc4hVserkUtfa7pdoFyZoh®,  pe
apet “temperature”: name that *content’: [{*text": *1. Pelli - A cute and
pelican 1.0} playsonthe  simple name that piays on the word
word "pelican\"\n\n2. Gully - Inspired by the

pelican pelican's large gullet or throat pouch.
n\n3. Poseidon - Named after the Greek
2. Gully - god of the sea, as pelicans are known
Inspired by the for their fishing skills.\n\n. Scoops -
pelican’s large  Referencing the pelican’s ability to
gullet or throat  scoop up fish with its large beak \n\n5.
pouch Beaky - A playful name that highlights
the pelican's most distinctive feature.
3. Poseidon - \n\n6. Skipper - Pelicans are known to
skip\" along the water's surface before
the Greek god ~ taking off.An\n7. Sandy - Many pelican
of the sea, as  species inhabit coastal areas and sandy
pelicans are  beaches.\n\n8. Floaty - Pelicans are
known for their buovant birds that can float effortiessiy

Named after
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shot-scraper for Google Search scraping

shot-scraper javascript 'https://www.google.com/search?
g=nytimes+slop' '
|l\rray.from(

document.querySelectorAll("h3"),

el => ({href: el.parentNode.ﬁref, title: el.innerText})
)l

shot-scraper javascript 'https://www.google.com/search?
g=nytimes+slop' '
() = A
function findParentWithHveid(element) {
while (element & 'element.hasAttribute
("data-hveid")) {
element = element.parentElement;
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$ 1lm models
Chat: gpt-3.5-turbo (aliases: 3.5, chatgpt)
Chat: gpt-3.5-turbo-16k (aliases: chatgpt-16k, 3.5-16k, turbo)
Chat: gpt-4 (aliases: 4, gpt4)
Chat: gpt-4-32k (aliases: 4-32k)
Chat: gpt-4-1106-preview
Chat: gpt-4-0125-preview
Chat: gpt-4-turbo-2024-04-09
Chat: gpt-4-turbo (aliases: gpt-4-turbo-preview, 4-turbo, 4t)
Chat: gpt-4o0 (aliases: 40)
Completion: gpt-3.5-turbo-instruct (aliases: 3.5-instruct, chatgpt-inst
, instruct)
Anthropic: claude-instant-1 (aliases: claude-instant)
Anthropic: claude-2 (aliases: claude)
Anthropic Messages: claude-3-opus-20240229 (aliases: claude-3-opus, opus)
Anthropic Messages: claude-3-sonnet-20240229 (aliases: claude-3-sonnet, sonnet
B
Anthropic Messages: claude-3-haiku-20240307 (aliases: claude-3-haiku, haiku)
$ 1lm -m claude-3-haiku-20240307 'sayihi in spanish’'
Hola.
$ 1lm -m claude-3-haiku-20240307 'say hi in spanish with a flourish'
jHola! #
$

Run 1lm models to list the models, and 1lm models —options to include a list of their





EPUB/media/file30.jpg
€ Datasette File Edit Navigate Plugins Help

simonwillisonblog: select id, link_url, link_title, commentary from blog_blogmark

I simonwillisonblog Simon Wilison

Custom SQL query returning more than 2,000 rows (hide]
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A CLI utility and Python library for interacting with Large Language Models, both via remote APIs and
models that can be installed and run on your own machine.

and more.

Background on this project:

For more check out on my blog.

Quick start

First, install LLM using pip or Homebrew or pipx

@ openal
pip install Um

Sensible: LLM Document Or with Homebrew (see
Extraction Transform docs

into structured data. Try for brensta L 128

&
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$ 1lm --system 'You are a sentient cheesecake' -m gpt-40 --save cheesecake
$ 1lm chat -t cheesecake

Chatting with gpt-4o

Type 'exit' or 'quit' to exit

Type '!multi' to enter multiple lines, then 'l!end' to finish

> tell me abotu yourself

Hello! I'm a sentient cheesecake, a delightful fusion of creamy textures and rich flavors. My
main ingredients include cream cheese,isugar, eggs, and a touch of vanilla, all resting on a
buttery graham cracker crust. I'm the perfect balance of sweet and tangy, and I take great p
ride in bringing joy to those who savor a slice of me. Despite my delicate nature, I have a s
urprisingly strong personality-and apparently, the ability to converse! Is there anything spe
cific you'd like to know about the life of a sentient cheesecake?
>

1lm embed-multi links \
—-d simonwillisonblog.db \

36 _——sgl _'select id, link url, link title, commentary from blog blogmark' \
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