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This llama.cpp server vision support via libmtmd pull request—via Hacker News—was merged earlier today. The PR finally adds full support for vision models to the excellent llama.cpp project. It’s documented on this page, but the more detailed technical details are covered here. Here are my notes on getting it working on a Mac.

llama.cpp models are usually distributed as .gguf files. This project introduces a new variant of those called mmproj, for multimodal projector. libmtmd is the new library for handling these.

You can try it out by compiling llama.cpp from source, but I found another option that works: you can download pre-compiled binaries from the GitHub releases.

On macOS there’s an extra step to jump through to get these working, which I’ll describe below.

Update: it turns out the Homebrew package for llama.cpp turns things around extremely quickly. You can run brew install llama.cpp or brew upgrade llama.cpp and start running the below tools without any extra steps.

I downloaded the llama-b5332-bin-macos-arm64.zip file from this GitHub release and unzipped it, which created a build/bin directory.

That directory contains a bunch of binary executables and a whole lot of .dylib files. macOS wouldn’t let me execute these files because they were quarantined. Running this command fixed that for the llama-mtmd-cli and llama-server executables and the .dylib files they needed:

sudo xattr -rd com.apple.quarantine llama-server llama-mtmd-cli *.dylib

Now I can run an interactive terminal LLM session using this command:

./llama-mtmd-cli -hf unsloth/gemma-3-4b-it-GGUF:Q4_K_XL

The first time this runs it fetches four files from unsloth/gemma-3-4b-it-GGUF—a quantized copy of Google DeepMind’s Gemma 3 4B—and stores them in ~/Library/Caches/llama.cpp:

2.4G unsloth_gemma-3-4b-it-GGUF_gemma-3-4b-it-UD-Q4_K_XL.gguf
217B unsloth_gemma-3-4b-it-GGUF_gemma-3-4b-it-UD-Q4_K_XL.gguf.json
812M unsloth_gemma-3-4b-it-GGUF_mmproj-F16.gguf
203B unsloth_gemma-3-4b-it-GGUF_mmproj-F16.gguf.json

Once they’ve downloaded an interactive session starts. You can chat directly with the model or use the /image path-to-image.jpg command to load an image into the context.

I loaded in a pelican photo and prompted “describe it” and got back this:


It’s a striking photograph of a brown pelican standing in shallow water on a sandy beach. Here’s a breakdown of what I see:


	Subject: The main focus is a large brown pelican. It’s standing with its wings fully extended, creating a dramatic pose.


	Pose: The pelican is in a slightly awkward, almost comical stance, with its legs planted firmly in the wet sand and its wings spread wide. It looks like it might be preparing to take off or is simply enjoying the water.


	Color & Texture: The pelican is a rich, dark brown with lighter markings on its wings and head. The sand is a muted beige color, and the water reflects the sunlight, creating a shimmering effect. You can see the texture of the sand and the ripples in the water.


	Lighting: The lighting appears to be bright and sunny, casting shadows and highlighting the details of the pelican’s feathers.


	Background: The background is blurred, suggesting a shallow depth of field, which keeps the focus on the pelican. It appears to be a beach scene.


	Overall Impression: The image has a dynamic feel due to the pelican’s pose and the movement implied by the water. It’s a well-composed shot that captures a moment of wildlife in its natural habitat.




Do you want me to zoom in on a particular detail, or perhaps tell you more about pelicans?



Not bad for a 3.2GB model running on my laptop!

[image: Screenshot of the terminal session showing the response quoted above.]


Running llama-server

Even more fun is the llama-server command. This starts a localhost web server running on port 8080 to serve the model, with both a web UI and an OpenAI-compatible API endpoint.

The command to run it is the same:

./llama-server -hf unsloth/gemma-3-4b-it-GGUF:Q4_K_XL

Now visit http://localhost:8080 in your browser to start interacting with the model:

[image: screenshot of llama.cpp web UI - I've added a photo of some pelicans and the prompt decsribe these creatures, it came back with the following: Okay, let's describe these beautiful birds! These are Brown Pelicans (Pelecanus occidentalis). Here's a breakdown of their key features, based on the image: Appearance: They are large, brown birds with distinctive long, pointed bills. Their plumage is a rich, chocolate brown, with lighter underparts. They have large, webbed feet. Posture: As you can see, they're standing together on a concrete embankment, likely near the water's edge. They're in a somewhat huddled or attentive stance. Size: They are quite large birds – adults can have a wingspan of up to 6.5 feet (2 meters). Behavior: Pelicans are known for their unique feeding technique, where they plunge-dive into the water to scoop up fish with their pouches. In the image, you can see: A group of 6-7 Brown Pelicans. A single bird in the foreground, slightly out of focus, showing a more detailed view of their feathers and feet. Where they are: The presence of these birds suggests they are likely in a coastal or wetland environment – perhaps a bay, estuary, or near a large body of water. Do you want me to delve deeper into any specific aspect of these birds, such as their habitat, diet, or conservation status? On the right is a Conversations sidebar with three other conversations listed.]

It miscounted the pelicans in the group photo, but again, this is a tiny 3.2GB model.

With the server running on port 8080 you can also access the OpenAI-compatible API endpoint. Here’s how to do that using curl:


curl -X POST http://localhost:8080/v1/chat/completions \
  -H "Content-Type: application/json" \
  -d '{
    "messages": [
      {"role": "user", "content": "Describe a pelicans ideal corporate retreat"}
    ]
  }' | jq



I built a new plugin for LLM just now called llm-llama-server to make interacting with this API more convenient. You can use that like this:


llm install llm-llama-server
llm -m llama-server 'invent a theme park ride for a pelican'



Or for vision models use llama-server-vision:


llm -m llama-server-vision 'describe this image' -a https://static.simonwillison.net/static/2025/pelican-group.jpg



The LLM plugin uses the streaming API, so responses will stream back to you as they are being generated.

[image: Animated terminal session. $ llm -m llama-server 'invent a theme park ride for a pelican' Okay, this is a fun challenge! Let's design a theme park ride specifically for a pelican – a majestic, diving bird. Here’s my concept: Ride Name: “Pelican’s Plunge” Theme: Coastal Exploration & Underwater Discovery Target Audience: Families with children (8+ recommended), animal lovers, and those who enjoy a mix of thrills and gentle exploration. Ride Type: A partially submerged, rotating “pod” experience with a focus on simulated dives and underwater views. Ride Mechanics: 1. The Pod: Guests ride in a large, semi-circular pod shaped like a stylized, open-mouthed pelican’s beak. It’s made of reinforced, transparent acrylic and has comfortable seating inside. The pod can hold around 8-10 people. 2. The Launch: Guests board the pod and are positioned facing forward. The ride begins with a slow, gentle rise up a ramp, mimicking the pelican’s ascent from the water. 3. The "Dive" Sequence: This is the core of the ride. The pod enters a large, darkened chamber that simulates the ocean floor. * Rotating Simulation: The pod begins to rotate slowly, mimicking a pelican diving into the water. * Water Effects: The chamber is filled with realistic, moving water – created by a sophisticated system of pumps, jets, and screens. This creates the illusion of being surrounded by the ocean. * Projection Mapping: Powerful projection mapping is used on the walls and floor to create stunning underwater visuals: schools of fish, coral reefs, kelp forests, and even glimpses of marine life like sharks (safely projected, of course!). * “Dive” Trigger: At specific points in the rotation, the pod will perform a short, controlled “dive” – a sudden drop that creates a feeling of speed and the sensation of plunging into the water. Sensors detect the speed of the rotation and trigger these dives. 4. Underwater Exploration: After the initial dive, the pod continues its rotation, offering increasingly detailed views of the projected underwater scenes. * Interactive Elements (Optional): Small, strategically placed screens could display sonar-like visuals, allowing guests to “scan” the environment and reveal hidden creatures or details. 5. The Ascent & Return: The ride gradually slows, bringing the pod back to the surface. As it rises, the projections shift to show a sunny coastline and seabirds flying overhead. The pod returns to the loading area. Theming & Atmosphere: * Sound Design: Immersive sound effects – waves crashing, seabirds calling, underwater ambience – are crucial. * Lighting: Dynamic lighting that shifts with the projections and the "dive" sequences. * Pelican Props: Realistic pelican statues and props are integrated throughout the queue and surrounding area. * Educational Element: Small informational panels explain pelican behavior, conservation efforts, and the importance of marine ecosystems. Why this works for a pelican: * Mimics Natural Behavior: The ride accurately reflects a pelican’s primary activity – diving for fish. * Visually Engaging: The combination of water effects, projection mapping, and rotation creates a captivating and immersive experience. * Family-Friendly Thrill: The “dive” sequences provide a moderate thrill without being overly intense. * Educational Value: It promotes awareness and appreciation for these amazing birds and the marine environment. --- Further Development Ideas: * Different "Dive Routes": Create multiple routes through the underwater environment, each with a different theme (e.g., a coral reef route, a deep-sea route, a pelican’s feeding ground route). * Animatronic Pelican: A large animatronic pelican could “greet” guests as they board the pod. * Smell Integration: Subtle scents of saltwater and seaweed could enhance the immersion. Would you like me to brainstorm a specific element of the ride further, such as: * The projection mapping details? * The technical aspects of the water effects? * A unique interactive element? ]






Source: https://simonwillison.net/2025/May/10/llama-cpp-vision/
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Running in chat mode, available commands:
/image <path> load an image
/clear clear the chat history
/quit or /exit exit the program

> hi
Hi there! How’s your day going so far? Is there anything you’d like to chat about, or were you just saying hello? @

> /image /tmp/pelican.jpg
Image /tmp/pelican.jpg loaded

> describe it

encoding image or slice...

image/slice encoded in 8702 ms

decoding image batch 1/1, n_tokens_batch = 256
image decoded (batch 1/1) in 295 ms

Okay, let's describe this image!

It’s a striking photograph of a brown pelican standing in shallow water on a sandy beach. Here's a breakdown of what
I see:

* **Subject:** The main focus is a large brown pelican. It’s standing with its wings fully extended, creating a dram
atic pose.

* **pPose:** The pelican is in a slightly awkward, almost comical stance, with its legs planted firmly in the wet san
d and its wings spread wide. It looks like it might be preparing to take off or is simply enjoying the water.

* **Color & Texture:** The pelican is a rich, dark brown with lighter markings on its wings and head. The sand is a

muted beige color, and the water reflects the sunlight, creating a shimmering effect. You can see the texture of the
sand and the ripples in the water.

* **|ighting:** The lighting appears to be bright and sunny, casting shadows and highlighting the details of the pel
ican's feathers.

* **Background:** The background is blurred, suggesting a shallow depth of field, which keeps the focus on the pelic
an. It appears to be a beach scene.

* **OQverall Impression:** The image has a dynamic feel due to the pelican’s pose and the movement implied by the wat
er. It’s a well-composed shot that captures a moment of wildlife in its natural habitat.

Do you want me to zoom in on a particular detail, or perhaps tell you more about pelicans?

>
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Okay, let's describe these beautiful birds!
These are Brown Pelicans (Pelecanus occidentalis).

Here's a breakdown of their key features, based on the image:

e Appearance: They are large, brown birds with distinctive long, pointed bills.
Their plumage is a rich, chocolate brown, with lighter underparts. They have
large, webbed feet.

e Posture: As you can see, they're standing together on a concrete embankment,
likely near the water's edge. They're in a somewhat huddled or attentive stance.

¢ Size: They are quite large birds — adults can have a wingspan of up to 6.5 feet (2
meters).

« Behavior: Pelicans are known for their unigue feeding technique, where they
plunge-dive into the water to scoop up fish with their pouches.

In the image, you can see:

¢ A group of 6-7 Brown Pelicans.
¢ A single bird in the foreground, slightly out of focus, showing a more detailed
view of their feathers and feet.

Where they are: The presence of these birds suggests they are likely in a coastal or
wetland environment — perhaps a bay, estuary, or near a large body of water.

Do you want me to delve deeper into any specific aspect of these birds, such as their
habitat, diet, or conservation status?

Type a message (Shift+Enter to add a new line) A 0





